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1 Introduction 
The project presents a hardware implementation of a complete image decompression pipeline for the .mic19 format. The design 
maps the decoding dataflow from a compressed bitstream stored in the SRAM to a reconstructed 192 × 144 RGB image 
displayed on a DE2-115 VGA interface. Our objective is to translate the fixed-point software reference model into a resource-
efficient RTL implantation that achieves timing closure at 50 MHz, while meeting all hardware constraints. 
2 Implementation Details 
2.1 Upsampling and Colour Space Conversion 
Architecture Overview 

 
Figure 1: High-level architecture for upsampling and colour space conversion in common case 

Register Summary 
Register Name / Group Width / Size Purpose 
state 6 bits Main controller managing lead-in, common case, lead out, and idle. 
SRAM_address_counter 18 bits Primary address generator for sequential Y/U/V segment reads. 
RGB_counter 18 bits Write address counter for RGB segment. 
row_idx 8 bits Current row index to detect final row. 
col_idx 7 bits Column iteration counter within common case. 
RGB_write 1 bit Write enable gate for RGB data. 
U_shift_reg 10 × 8 bits Circular buffer for U channel FIR window, to hold consecutive even U values. 
V_shift_reg 10 × 8 bits  Circular buffer for V channel FIR window, to hold consecutive even V values. 
SRAM_U_buf 16 bits Single word staging buffer for U data from SRAM. 
SRAM_V_buf 16 bits Single word staging buffer for V. 
Y_top_buf 16 bits Holds Y sample pair for top row. 
Y_bot_buf 16 bits Holds Y sample pair for bottom row. 
U_out_top 40 bits Top pair U upsampling accumulator. 
V_out_top 40 bits Top pair V upsampling accumulator. 
U_out_bot 40 bits Bottom pair U upsampling accumulator. 
V_out_bot 40 bits Bottom pair V upsampling accumulator. 
R_reg 4 × 32 bits Red channel accumulators for four pixels. 
G_reg 4 × 32 bits Green channel accumulators for four pixels. 
B_reg 4 × 32 bits Blue channel accumulators for four pixels. 

Table 1: Registers used in CSC and Upsampling 
Latency Analysis 
For a 192	 × 	144 image, the total cycle count from start to done is calculated as follows:  

𝑇𝑜𝑡𝑎𝑙	𝑝𝑖𝑥𝑒𝑙𝑠: 192 × 144 = 27,648, 𝑃𝑖𝑥𝑒𝑙𝑠	𝑝𝑒𝑟	𝑐𝑜𝑚𝑚𝑜𝑛	𝑐𝑎𝑠𝑒: 4 

	#	𝑜𝑓	𝐶𝑜𝑚𝑚𝑜𝑛	𝑐𝑎𝑠𝑒:𝑁!! =
27,648
4 = 6,912, #	𝑜𝑓	𝐿𝑒𝑎𝑑	𝑖𝑛:𝑁"# =

144
2 = 72 

Lead in: 16 cycles per row pair. Common case: 15 cycles per iteration – 10 cycles for FIR upsampling and 5 cycles for CSC. 
Lead out: 6 cycles – flushed final RGB words to SRAM. 
Total latency:  

𝑁$%$&'( = 16 × 𝑁"# + 15 × 𝑁!! + 6 = 16 × 72 + 15 × 6,912 + 6 = 1,152 + 103,680 + 6 = 𝟏𝟎𝟒, 𝟖𝟑𝟖	𝑐𝑦𝑐𝑙𝑒𝑠 
Multiplier utilization: 



The four hardware multipliers are actively computing during all 15 cycles of each common case. 
𝑈𝑠𝑒𝑓𝑢𝑙	𝑐𝑦𝑐𝑙𝑒𝑠 = 15 × 𝑁!! = 15 × 6,912 = 103,680	𝑐𝑦𝑐𝑙𝑒𝑠 

𝑈𝑡𝑖𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛 =
103,680
104,838 = 𝟗𝟖. 𝟗% 

This exceeds the project requirement of at least 80% multiplier utilization. The high efficiency results from no idle cycles 
within the common case, minimal overhead from the lead-in and lead-out, and efficient multiplexing for the multipliers serving 
both FIR filtering and CSC.  
2.2 Inverse Discrete Cosine Transform 
Architecture Overview 

 
Figure 2: Placement of matrices in embedded RAMs and reuse of the three multipliers for the two IDCT matrix multiplication 

Register Summary 
Register Name / Group Width / Size Purpose 

IDCT top-level controller 
state 3 bits Top-level controller for FETCH/COMPUTE/WRITE sequence and 

transitions between segments. 
M2_{unit}_start 1 bit each One cycle start strobe to trigger submodules. 
fetch\write_block 9 bits each Encoded block index within the current segment, that tracks current block 

being fetched and processed. 
segment_type 
old_segment_type 

2 bits each Selects block currently being fetched, while the old segment type latches 
the segment being written. 

COMPUTE_TS_flag 1 bit Mode flag for the COMPUTE_T module that shares both phases of the 
computation. 

end_of_luma 1 bit Indicates that the last luma block has been processed to adjust loop bounds. 
done 1 bit Asserted once all Y, U, and V blocks have been fetched, computed, and 

written. 
IDCT FETCH unit 

state 3 bits FSM for fetch sub-module. Sequences lead-in, SRAM reads, RAM write. 
FETCH_start/old 1 bit Used to detect a rising edge detector, to only begin on transition. 
FETCH_done 1 bit Completion flag pulse high when all samples written to RAM. 
RAM_1_address_a/b 8 bits each Address for embedded RAM1 with 2 ports. 
RAM_1_write_data_a/b 32 bits each Sign-extended sampled from the SRAM. 
RAM_1_write_enable_a/b 1 bit each Counts the position of the current sample within the block. 
element_counter 8 bits Counts the position of the current sample, where upper 4 bits store row, the 

lower 4-bits store column. 
SRAM_address 18 bits Registered SRAM address for current read. 
first_write 1 bit Flag to prevent RAM1 from being incremented before first valid sample. 

IDCT COMPUTE unit 
state 3 bits FSM for compute sub-module. Controlling which mode to execute T or S. 
COMPUTE_T/S_start_old 1 bit each Edge detect for the COMPUTE start. 
COMPUTE_T/S_done 1 bit each Pulsed high when all the operations and memory writes have been 

completed. 
RAM_{0,1,2,3}_address_a/b 8 bits each RAM address for both ports. 
RAM_{2,3}_write_data_a/b 32 bits each RAM registered data. 
RAM_{2,3}_write_enable_a/b 1 bit each RAM write enable. 
T_accum_1,T_accum_2, 
T_accum_3 

32 bits each Three parallel accumulators holding partial sums for three output elements, 
for the three multipliers. 

T_buffer 32 bits Temporary buffer for the third result in a group of three valid outputs. 



T_buffer_write_flag 1 bit Control flag for the temporary buffer. 
accum_counter 4 bits Counts the number of multiply-accumulate iterations for an output. 
col_group_counter 3 bits Tracks which group of up to three column is being computed. 
row_counter 4 bits Tracks the row index of the output element being computed. 
col_counter 4 bits Column index while computing S. 
delayed_{col_group, row, 
block, col}_done 

1 bit each One cycle delayed version of the done, to align the write back to RAM. 

IDCT WRITE unit 
state 3 bits FSM for write sub module. Sequences the lead in, RAM read and SRAM. 
WRITE_start_old 1 bit Used to detect rising edge to begin new write. 
WRITE_done 1 bit Completing flag pulsed when all sampled are written. 
RAM_3_address_a/b 8 bits each Read address pointers for port a and b. 
SRAM_counter 8 bits Local index within the output block, storing row and column. 
SRAM_address 18 bits Registered write address for the SRAM. 
SRAM_write_data 16 bits Packed and clipped output word, contains two 8-bit samples. 
SRAM_we_n 1 bit Active low SRAM write enable. 

Table 2: Registers used in IDCT 
Latency Analysis 
For four stage pipeline: 𝐹𝐸𝑇𝐶𝐻 → 𝐶𝑂𝑀𝑃𝑈𝑇𝐸_𝑇	 → 𝐶𝑂𝑀𝑃𝑈𝑇𝐸_𝑆 → 𝑊𝑅𝐼𝑇𝐸, operates on different blocks in parallel, with 
three hardware multipliers time-shared across 324 blocks (108 Luma blocks, and 216 Chroma blocks). The required number of 
multiplications: 𝑀) = 𝐵𝑙𝑘) ∙ 2(𝑃ℎ𝑎𝑠𝑒) ∙ 16*, 𝑎𝑛𝑑	𝑀+/- = 𝐵𝑙𝑘+/- ∙ 2 ∙ 8*		, ∴ 𝑀.'/ = 1,105,152 + 2(110,592) = 1,105,920. 
The compute unit always tries to evaluate three outputs in parallel by grouping columns into triplets. However, the blocks sizes 
are not multiples of three. So, they are partitioned as groups. For U/V groups of 3,3,2. For Y groups of 3,3,2,3,3,2. So every 
third group has one multiplier idle. Therefore, 𝑢𝑡𝑖𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛 = 0('10&	304504(

534'6478&	304504(
= *9*9:

*9*9*
= ;

<
≈ 𝟖𝟖. 𝟖𝟗%. The utilization from the 

pipeline for FETCH and/or WRITE are overlapped with COMPUTE, which results in negligible pipeline overhead. The overall 
multiplier efficiency exceeds the 85% target requirement.  
2.3 Lossless Decoding and Dequantization 
Architecture Overview 

 
Figure 3: Lossless Decoding and dequantization architecture. 

Register Summary 
Register Name / Group Width / Size Purpose 
FETCH_state 4 bits FSM to control fetching data. 
CONSUME_state 4 bits FSM to control consuming and processing data. 
ZIG_state 4 bits FSM to control traversing fetched data for processing and writing to SRAM. 
quant_index 1 bit Register to hold the quantizing bit to use appropriate matrices. 
bitstream_buf 64 bits Register to cache four addresses worth of data from the SRAM. 
queue_head, queue_tail 6 bits each Registers to keep track of the head and tail of the cached data. 
request_address 18 bits Address counter used to request data from the SRAM. 
commit_address 18 bits Address counter to track the last address of which data was cached successfully. 
item_counter 9 bits Counter to keep track of processed elements in a block. May go up to 9’d256. 
block_counter 9 bits Counter to keep track of written blocks. 
SRAM_write_address 18 bits Address counter to calculate appropriate locations to write outputs to SRAM. 
payload 9 bits Holds the payload data which follows the header to be processed and written. 

Latency Analysis 
Inapplicable as the dequantize was incomplete. The general approach was as follows: initialize the on-chip buffer with the first 
four reads of the SRAM. This buffer functions as a queue with a head and tail pointer; the head pointer always points to a 
header, and in this case the first read’s header is read, and corresponding payload is processed, allowing the header pointer to 



move. Once processed, the data is stale and can be replaced. Every cycle a read is prefetched. If there is enough space in the 
buffer (i.e., at least sixteen bits worth of stale data), data is inserted at the tail, and the tail is moved. If there is not enough space 
in the buffer, new data is not loaded, and prefetching begins again from the address corresponding to the failed attempt. Such a 
design theoretically allows for minimal stalling in multiple “worst-case” scenarios of many consecutive large payloads. Payload 
processing (requantization) is in accordance with the position of the payload in the block (specifically, which anti-diagonal it 
lies in). The stand-alone design would have seen a block of data written to an embedded RAM, which has its components 
transferred to the SRAM, with much stalling. The integrated design would have seen direct reads from two alternating 
embedded RAMs, bypassing the need to stall in order to write the requantized data to the SRAM. The given design processes 1-
2 luma blocks (image dependent) and fails. It is thought that the issue lies with the runs-of-zeros. Chroma was not fully 
implemented. 
2.4 Resource Usage and Critical Path 
The completed IDCT design utilizes 4,008 of 114,480 available logic elements on the target FPGA, representing 4% of the 
device capacity, a significant increase from the starting point which required only 614 LE. 
An optimization we learned for CSC and upsampling was that the explicit row_idx and col_idx registers could be removed and 
derived combinational from the address, which was an optimization we used in IDCT. For IDCT the main optimization we 
realized was that the final S samples could be streamed, instead of storing in a RAM, partially realized in a common compute. 
The critical path with a slack of 3.282 ns, originating from 𝑀1_𝑢𝑛𝑖𝑡|𝑠𝑡𝑎𝑡𝑒[2] and terminating at 𝑀1_𝑢𝑛𝑖𝑡|𝑈_𝑜𝑢𝑡_𝑏𝑜𝑡[30]. 
This path represents the most timing constrained operation in out project implementation. Examine the source reveals that this 
is the accumulate of the 10-tap FIR filter, bit 30 specifically appears because it represents a high-order bit in the accumulator 
where carry propagation creates the longest combinational delay. 
3 Conclusion 
This project provides practical experience in transforming a non-trivial signal-processing algorithm into a hardware 
implementation under resource and timing constraints. Overall, the project strengthened our understanding of hardware design 
principles, pipelined architectures, and systematic verification strategies for FPGA-based image processing systems. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 


